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1. What is this talk about?



Q: What is this talk about?
C: Automatic Question Answering (Q&A), i.e., the task of building computer programs that are able to answer

question posed in natural language, has a long tradition in the fields of Natural Language Processing and
Information Retrieval. In recent years, Q&A applications have had a tremendous impact in industry and they
are ubiquitous (e.g., when using any of the personal assistants that are in the market, Siri, Alexa, Cortana,
Google Assistant, etc.). At the same time, we have witnessed a renewed interest in the scientific community, as
Q&A has become one of the paradigmatic tasks for assessing the ability of machines to comprehend text
(a.k.a. Q&A for reading comprehension). A plethora of corpora, resources and systems have blossomed and
flooded the community in the last three years. These systems can do very impressive things, for instance,
finding answers to open ended questions in long text contexts with super-human accuracy, or answering
complex questions about images, by mixing two different modalities. As in many other fields, these state-of-
the-art systems are implemented using machine learning in the form of neural networks (deep learning). The
new AI, of course. But do these Q&A systems really understand what they read? In more simple words, do they
give the right answers for the right reasons? Several recent studies have shown that QA systems are actually
very brittle. They generalize badly and they fail miserably when presented with simple adversarial examples.
The machine learning algorithms are very good at picking all the biases and artefacts in the corpora to learn to
find answers based on shallow text properties and pattern matching, but they do not show many
understanding or reasoning abilities. After this serious setback, there is a new push in the community for
carefully designing more complex and bias-free datasets, and more robust and explainable systems. Hopefully,
this will lead to a new generation of smarter and more useful Q&A engines. In this talk I will overview the
present and the future of Question Answering by going over all the aforementioned topics.

A: the present and future of Question Answering



Question Answering (QA)

The task of building computer programs that are 
able to answer question posed in natural language



QA Ex1

…



QA Ex2

Question: How does Harry Potter travel to Hogwarts?

Answer: “He uses the Hogwarts Express. This train departs
from Platform Nine and Three Quarters, a secret platform
at King's Cross Station in London. This train runs directly
to Hogsmeade Station, close by the Hogwarts school. It
makes this run at about six times a year, maybe more, as 
needed. The Express dutifully carries students to and 
from Hogwarts School of Witchcraft and Wizardry at the
start and end of every term.”



QA Ex3

A2I Aristo Project: Science Questions corpus



VisualQA

Q: How many road vehicles
are in this image?

A: Three

Q: List close relatives of 
this animal

A: Donkey, horse, mule, 
asinus, hinny, etc.



Early QA

BASEBALL (Green et al., 1961)
LUNAR (Woods & Kaplan, 1977) 
Q/A (Lehnert, 1978)



Early QA

BASEBALL (Green et al., 1961)

LUNAR (Woods & Kaplan, 1977) 

Q/A (Lehnert, 1978)

ü NL interfaces to structured DBs
ü “Parsing” from NL question to a semantic

representation, which is executable in the DB



Early QA

BASEBALL (Green et al., 1961)
LUNAR (Woods & Kaplan, 1977) 
Q/A (Lehnert, 1978)

ü Closed domain QA



Open Domain QA: The TREC QA Era

TREC QA track evaluations (1999, 2000, …, 2005) 

Goal: get a concrete answer from a document collection

What was the monetary value of the Nobel Peace Prize in 1989?
What two US biochemists won the Nobel Medicine Prize in 1992?
What does the Peugeot company manufacture? 
How much did Mercury spend on advertising in 1993? 
What is the name of the managing director of Apricot Computer? 
Why did David Koresh ask the FBI for a word processor?
…



Open Domain QA: The TREC QA Era

TREC QA track evaluations (1999, 2000, …, 2005) 

Paradigmatic modules in the architecture

ü Indexing of the document collection
üQuestion classification
üRetrieval of relevant passages
ü Answer extraction (NLP) from the passages

What was the monetary value of the Nobel Peace Prize in 1989?



Open Domain QA: The TREC QA Era

TREC QA track evaluations (1999, 2000, …, 2005) 

Some issues

ü Is it really open-domain QA?                                               
ü Small question set 
üNot much machine learning for answer extraction



Personal Assistants: Commercial Success

OK Google, Where Am I?Alexa, is it gonna rain today?



A New Perspective: 
QA as the test for Machine Reading

Use a set of questions to test the understanding of machines 
when “reading” text, a.k.a. reading comprehension test.

A myriad of datasets and resources appeared in the last 3-5 
years: MC Test, SQuAD, CNN, Daily Mail, bAbI, MS Marco, 
AI2 Science Questions, etc. 



QA sample from SQuAD 1.1

SQuAD (Rajpurkar et al., 2016; EMNLP)

SQuAD: 100,000+ Questions for Machine Comprehension of Text

Question answer pairs crowdsourced on a set of Wikipedia articles. 
Answers are a segment of text from the reading passage

Question: 

What is an example of major civil 
disobedience in South Africa?

Answer: “the fight against apartheid”

Context



2. The Good News



Current QA Systems are Impressive
Rhine
The Stanford Question Answering Dataset (SQuAD 1.1)

Question: Where does the Rhine river’s measurment begin?

Prediction by r-net+ (ensemble): Old Rhine Bridge at Constance



SQuAD leaderboard

(Slide from Yacioglu et al., 2018)



Current QA Systems are Impressive

Slide from Sameer Singh at MRQA 2018



How Do these Smart QA Systems Look Like?

Buzzwords: representational learning, embedded
semantic spaces, deep learning, neural inference, 
etc. The new AI.

Overwhelming trend: 
Neural Networks
End-to-end systems (source can be KG or text)

Anatomy of a QA System: some examples



Ex 1: Attentive Reader (Hermann et al., 2015)

Slide from Phil Blunsom at MRQA 2018

Context “Question”



Ex 3: BiDAF Bi-Directional Attention Flow (Seo et al., ICLR 2017)



Ex 3: BiDAF Bi-Directional Attention Flow (Seo et al., ICLR 2017)



Ex 4: BERT Self-Attention Model (Devlin et al., 2018)

BERT LARGE encoder: 
L=24, H=1024, A=16, Total Parameters=340M

Bidirectional Transformer



Ex 4: BERT Self-Attention Model (Devlin et al., 2018)

BERT is pre-trained unsupervisedly on two auxiliary tasks
(masked LM, next-sentence), using very large corpora

Bidirectional Transformers



Ex 2: Key-Value Memory Networks              
(Miller et al., 2016)

Very flexible and simple architecture to encode domain knowledge



Ex 5: The Canonical VQA Architecture

Slide from Anton van den Hengel, keynote at ACL 2018



3. The Bad News



Too good to be true?

SQuAD leaderboard

(Slide from Yacioglu et al., 2018)



Isn’t Open domain QA NLP/AI-complete?

It embodies: 
NL comprehension
Reasoning
Common-sense
World knowledge
… 



Question Answering: Problem Solved?

Of course not!

Reality Check
QA Systems are brittle
They fail under adversarial examples
They generalize poorly
Datasets are unrealistically simple 
Datasets are biased and full of artefacts



Search



Adversarial test  (Jia and Liang 2017; EMNLP)

“Peyton Manning became the first quarterback ever to lead two
different teams to multiple Super Bowls. He is also the oldest
quarterback ever to play in a Super Bowl at age 39. The past record 
was held by John Elway, who led the Broncos to victory in Super Bowl
XXXIII at age 38 and is currently Denver’s Executive Vice President of 
Football Operations and General Manager. 

Question: “What is the name of the quarterback who was 38 in 
Super Bowl XXXIII?” 

(BiDAF) Prediction: John Elway

Prediction under adversary: Jeff Dean

Quarterback Jeff Dean had
jersey number 37 in Champ Bowl XXXIV.” 



Adversarial test  (Jia and Liang 2017; EMNLP)

Many other papers with similar examples
(Wallace and Jordan Boyd-Graber, ACL 2018) (Ribeiro et al., ACL 2018)
(Glockner et al., ACL2018) (Kaushik and Lipton, EMNLP 2018)
(Ebrahimi et al., ACL2018)



SQuAD 2.0

SQuAD2.0 combines the 100,000 questions in 
SQuAD1.1 with over 50,000 new, unanswerable
questions written adversarially by crowdworkers
to look similar to answerable ones.

SQuAD 1.1 vs. SQuAD 2.0
Human Performance 91.22 89.45
BiDAF++ single 84.86 68.87



Overstability

Slide from Sameer Singh at MRQA 2018



Slide from Anton van den Hengel, keynote at ACL 2018

Q: How many horses are in the image?
A: Two

Overstability



Slide from Anton van den Hengel, keynote at ACL 2018

Overstability

Q: How many horses are in the image?
A: Two



Slide from Anton van den Hengel, keynote at ACL 2018

Q: How many unicorns are in the image?
A: Two

Overstability



Slide from Anton van den Hengel, keynote at ACL 2018

Q: How many unicorns are in the image?
A: Two

Overstability



Overstability
(Ribeiro et al., AAAI 2018)

Explain the behavior of complex models with high-precision
rules called anchors representing local,“sufficient” 
conditions for predictions



Overstability
(Ribeiro et al., AAAI 2018)
Explain the behavior of complex models with high-precision
rules called anchors representing local,“sufficient” 
conditions for predictions



Over-sensitivity

Slide from Sameer Singh at MRQA 2018

(Ribeiro et al., ACL 2018)
Learning to characterize over-sensitivity via rules 



Simple Baselines
(Kaushik and Lipton, EMNLP 2018)



A2I ARC Dataset
Multiple-choice science questions, ranging from 3rd grade 
to 9th, i.e., students typically of age 8 through 13 years. 



4. So, now what?



Harder and Less Biased Datasets
NarrativeQA (Kočiský et al. TACL 2018),
SQuAD 2.0 (Rajpurkar et al. ACL 2018),
SWAG (Zellers et al. EMNLP 2018),
QuAC (Choi et al. EMNLP 2018),
HotpotQA (Yang et al. EMNLP 2018),
QAngaroo (Welbl et al., 2018),
RecipeQA (Yagcioglu et al., 2018),
ARC (AI2 Reasoning Challenge, 2018), 
TVQA (Lei et al., 2018)

Keywords: Long narratives, Complex Inference, Common-
sense reasoning, Dialog, Multi-modal, Explainable QA, etc.



Narrative QA (Kočiský et al., 2018)

The NarrativeQA Reading Comprehension Challenge. TACL 2018

Understanding language goes beyond reading and
answering literal questions on factual content over
a small context.

Narratives present many interesting challenges,
requiring models to represent and reason over
characters and temporal relationships.



Narrative QA (Kocisky et al., 2018)

(Kočiský et al., 2018) – slide from Phil Blunsom at MRQA 2018
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Explainable QA – HOTPOT 2018



Other Important directions (1)

§ Paraphrasing
Learning to Paraphrase for Question Answering
(Dong et al., 2017)
“Learning to score paraphrases jointly with QA”

§ Integrating Multiple Knowledge Sources
Open Domain Question Answering Using Early Fusion of 
Knowledge Bases and Text (Sun et al., 2018)
“Combining KB and entitylinked text via graph
convolution NNs for improved precision and recall”



Other Important directions (2)

§ Multi-Task Learning
The Natural Language Decathlon: Multitask Learning as 
Question Answering (McCann et al., 2018)
“10 NLP tasks addressed as QA with a common NN 
architecture trained multi-task”

§ Injecting Common Sense
Commonsense for Generative Multi-Hop Question
Answering Tasks (Bauer et al., 2018; EMNLP)
“Including relational commonsense information from
ConceptNet to improve multi-step reasoning f0r QA”



Other Important directions (3)

§ Explainable QA 
HOTPOTQA: A Dataset for Diverse, Explainable Multi-hop 
Question Answering (Yang et al., 2018)
“Large dataset (+113K QA pairs) offering complex
reasoning and sentence-supporting facts to improve
results and explainability”

§ Interactive QA
QuAC : Question Answering in Context (Choi et al., 2018)
“Large dataset (+100K questions) with information-
seeking QA dialogs (+14K)”



5. Some Take Aways…



“We always overestimate the changes that will 
occur in the next two years, and underestimate 
the change that will occur in the next ten”

Bill Gates 



Wrapping Up

ü MRQA is a tremendously active area of research

ü It touches many fundamental AI problems

ü Datasets strongly determine the type of research

ü Deep Learning AI is great for MRQA, but we need:
more focus on common sense and reasoning 
more explainable models



Automatic Question Answering
Problem Solved?
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Thank you!


